Comprehensive Exam
Regression

August, 2003

MSY

Instructions:

You may use textbooks, class notes, Internet, software help facilities, etc.  The intent is that the exam can be worked using JMP software, but you may use any software you choose.

Good luck!

In JMP5, in the Sample Data folder, is a file called Sleeping Animals.  This exam will perform analyses using this data set.  

Biologists are interested in determining factors that will predict the amount of time an animal will sleep during the day.  To investigate the possibilities, Allison and Ciccetti (1976) gathered information on 62 different mammals.  The variables describe body weight, brain weight, total time spent sleeping in two different states (“dreaming” and “non-dreaming”), life span, and gestation time.  The researchers also calculated indices to represent predation ( 1 = unlikely to be preyed upon, …, 5 = likely to be preyed upon), exposure (1 = animal sleeps in a well protected den, …, 5 = most exposure), and an overall danger index based on predation, exposure, and other factors (1 = least danger from other animals, … , 5 = most danger).
1. In order to become familiar with the data,

a.  first use multiple regression to determine whether the variable total sleep is simply the sum of the variables nondreaming and dreaming,
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b. If you had a predation index and an exposure index for a mammal not in the data set, how would you compute that animal’s overall danger index?
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c. Look at the matrix of pairwise correlations for the variables (scatter graphs).  Why do the scatter plots involving body weight and brain weight look so strange?  What would you do with these two variables in order to be able to use them in further analyses?  (Do it.)

Scatterplot matrix is on the next page.  Graphs involving body weight and brain weight are impossible to read because of the inclusion of African and Asian elephants, whose weights are very much greater than the rest of the sample.  Distributions of body and brain weights:
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Let’s try a log transformation of these two variables.  (See distributions of transformed variables below.)  The transformed variables appear to be better behaved than the untransformed variables, so we will use the transformed versions subsequently.

d. Test whether the values of the variable TotalSleep can be considered a sample from a normal distribution.  Use a 5% significance level. 
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e. Suppose that TotalSleep is to be used as the dependent variable in a regression analysis.  What does the test of normality say about the appropriateness of this variable as the dependent variable?
The possible normality of the marginal distribution of TotalSleep says nothing about its appropriateness as a dependent variable in a regression.  The normality assumption is about the conditional distribution of the dependent variable, given the independent variables, or equivalently, about the residuals from the regression.
f. Could the values of the variable Predation possibly be from a normal distribution?  Without performing a formal test, explain why or why not.  What are the implications of this to the propriety of the use of this variable as an independent variable in a regression analysis?  As a dependent variable?

The values of Predation are only 1, 2, 3, 4, and 5.  Since this is a discrete variable, it cannot be normally distributed.  It may be, however, that residuals from a regression using Predation as a dependent variable are “close enough” to normal that regression results are not too severely compromised.  However, since the variable is clearly ordinal, perhaps an ordinal logistic regression would be preferable to an ordinary least squares analysis.  There are no problems with using an ordinal variable as an independent variable in a regression analysis.
2. Perform a multiple linear regression analysis with TotalSleep as the dependent variable and body weight*, brain weight*, gestation, life span, predation index, exposure index, and danger index as independent variables (first degree). (* Refer to part 1c.)
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a. Test the null hypothesis that among the seven independent variables, there are none that give information about TotalSleep.
F = 14.3, p < 0.0001 indicates that at least one of the seven independent variables explains more variation in TotalSleep than would be expected by chance.

b. Test the null hypothesis that Danger adds no explanatory power to the other six predictors.

t =  03.74, p = 0.0005 indicates that Danger explains additional variation in TotalSleep over that explained by the other six predictors.

c. Suppose that body weight, brain weight, gestation, and life span are considered to be a set of “observable” variables, and the set predation index, exposure index, and danger index are called “inferred” variables.  Test the null hypothesis that the group of “inferred” variables adds no explanatory power to the set of “observable” variables (dependent variable = TotalSleep).    
First, fit a four-predictor regression using the “observable” variables:
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This is the “reduced” model; the seven-predictor model above is the “full” model.

To test the null hypothesis that the reduced model is sufficient we compute

F = [SSE(R) - SSE(F)]/[dfe(R) – dfe(F)] ÷ SSE(F)/dfe(F)

= (600.0381 – 328.8377)/ (46 – 43) ÷ 328.8377/43
=271.2 / 3 ÷ 7.647

=90.4 / 7.647

= 11.82

Using tables in Neter, et al., F = 11.82 exceeds the 0.999 percentile of F(3, 30) = 7.05.  Thus, the null hypothesis that none of the three “inferred” variables explains additional information beyond the “observed” variables is rejected.
Using JMP:
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d. Use a variable selection procedure to choose a set of predictors from among all seven candidate predictors.  Show the equation you would use to predict TotalSleep.

A backward elimination dropped four variables:
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Analysis of resulting model is on the next page.

Estimating equation:

Est TotalSleep = 16.08 + 1.98 Predation – 3.65 Danger -0.61 logbrain
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e. Test the residuals from the model developed in part d for normality.  Are there any indications of problems with the fitted model?



f. Use Cook’s distances to investigate whether the very large animals (African and Asian elephants) had undue influence on the fit of the model developed in part d.
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Neither the African elephant (animal #1) not the Asian elephant (animal #5) has any great influence on this analysis (because the logs of their sizes were used).
3. Suppose you wanted to use NotDreaming, Dreaming, and TotalSleep, perhaps along with some other variables, to predict danger index.  Why would this not work?
Because TotalSleep is simply the sum of Dreaming and Nondreaming sleep.  The three variables are perfectly collinear.  JMP will tell you so:
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4. Fit a model which allows you to test whether the effect of gestation length on TotalSleep varies with (depends on) danger index.  (Note:  In the Fit Model platform, use the red arrow drop-down menu next to Model Specification to turn off the Center Polynomials option.)  State your conclusion to the test.
This question is asking whether there is an interaction between gestation length and danger index:
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Overall danger is computed roughly by taking 2/3 of the predation index and adding it to 1/3 of the exposure index.





Subtract off 0.11 to account for “other factors”.
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There is not enough evidence to be 95% certain that the data are not from a normal distribution (p > 0.05).
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No apparent departures from normality among the residuals.











The interaction term in insignificant, so the way        gestation length affects TotalSleep does not differ according to Danger index.





The difference between this and the above is rounding error.
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